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Retrieval Augmented Generation

Wikibase4Research

- Configurable installation tool for Mediawiki,
  Wikibase, SMW and Semantic Wikibase

- Docker based All-in-one setup 

- Mediawiki extension management

- Data import / export and system updates

- Open source, provided and maintained by
  OpenSciencLab @ TIB Hannover
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What is RAG?

- Method for context-based question answering

- Context data is indexed for later retrieval

- LLM generates answer from relevant context data
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Advantages of RAG vs plain LLM

- Lowering risk of LLM hallucination

- Provide data that wasn’t included in LLM training

- Support of domain specific knowledge
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Retriever strategies

- Semantic search 
  (Chunking + Embedding)

- Summarization

- Semantic search 
  (Node Embedding / Entity linking)

- Question-to-Query via LLM

  



  

Retrieval Augmented Generation

a RAG Example

1. Indexing:

2. Retrieval:

3. Generation:
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RAG content in Mediawiki variants
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Semantic
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LlamaIndex framework

- Framework for data based   
knowledge assistants

- Open source python libs

- Supports various data sources,  
models and indexers

- Existing integration with mediawiki 
pages from Alexander Gesinn (TIB) 
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Wikibase4Research RAG - Architecture
  

WDQS
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Wikibase4Research RAG – Case study
  

- Baltic Manorhouse project

- Semantic Wikibase

- Text articles and knowledge base

- Domain specific content

  https://wb.manorhouses.tibwiki.io/
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Wikibase4Research RAG – small case study
  

Question Answer Correct

Who owns the manorhouse ´christinehof´? Ownership of the Christinehof estate remains with 
the Piper family. 

In which year was the main building of Christinehof 
manorhouse build?

1737–1740

Which manor house was built by the widow of a 
man who played a significant role in the Swedish 
state apparatus?

Hedvig Mörner built the main building of Stola 
Manor.

The third answer was not entirely incorrect, as through the marriage, Hedwig Mörner's husband became the brother-in-law 
of Carl Gustav Mörner, who served as a governor in western Sweden. However, the RAG system failed to retrieve the more 
significant information about Christinehof Manor, where the husband himself played an important role in the swedisch state.

7B LLamav2 Model (german). Chunks built via html <td> tags. Vectorindex in Faiss DB
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Wikibase4Research RAG - Current State: Prototype
  

Index updates triggered via MW hooks
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Indexing strategies
  

Summary indexVector index

Tree index

Keyword table index

Property Graph index

Images from Llamaindex.ai
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PropertyGraph Retriever Strategies
  

(SPARQL) (SPARQL)
(SMW Query) (SMW Query)
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Wikibase4Research RAG - Features
  

- One-click installation

- Model change via config e.g. local, Huggingface, GWDG SAIA, etc.

- Multilanguage model (qwen3:0.6B)

- Support of unstructured and structured data

- Embedded or standalone UI and API usage

- CPU or GPU processing 
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Wikibase4Research RAG - Challenges
  

- Performance of model inference 
  (hardware requirements / response time)

- Configuration of RAG strategies

- Hybrid search (structured + unstructured data)
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Wikibase4Research RAG - Outlook
  

- Provide standalone usage without Wikibase4Research

- BlazegraphStore implementation for LlamaIndex (avoid data cloning)

- AutoRag (automatic config, based on example questions)
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Thanks!

Llama_index: https://github.com/run-llama/llama_index

Wikibase4Research: https://gitlab.com/nfdi4culture/wikibase4research/wikibase4research

Wikibase-RAG: https://gitlab.com/nfdi4culture/wikibase4research/wikibase-RAG

https://github.com/run-llama/llama_index
https://gitlab.com/nfdi4culture/wikibase4research/wikibase4research
https://gitlab.com/nfdi4culture/wikibase4research/wikibase-RAG
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